Enterprise 1.01 Issues

This document is written in the context of the brief ‘IMS Enterprise Specification (v.1.01) and COSE‘. While not exhaustive, the more significant technical issues are identified in what follows, these being the subject of sometimes lengthy email exchanges through the project and other mailing lists. In other cases, postings have been made to the IMS developers’ Profiles forum / working group, for resolution. Further details are available as documents posted for viewing at the CO3 web site (http//celt.bangor.ac.uk/co3/documents/documentsindex.html). 

There are many issues associated with the 1.01 specification. Apart from particulars, the most significant  of these relates to conformance. There are other important matters that can be presented generally. These  relate to the question of what added value is there in implementing the basic specification over and above other means of data transfer between systems. This bears on the use of extensions which are a mechanism for extending the functionality of the specification but which ‘compromise’ interoperability. Another general consideration is the question of how far data should be replicated between systems [see the discussion on the interoperability intersect below].

The CO3 work in this area was conducted in parallel with / builds on the SURF Interoperability Pilot study [see SURF Pilot Report]. Technical issues are dealt with more thoruoghly here, but the SURF report is a better read for discussion of organisational issues. For a wider view, as encountered through 

the JCIEL programme as a whole, see MLESG reports [and eSYS report ‘Managed Learning Environments, joined up systems and the problems of organisational change’  from JCIEL programme,

 http://www.jiscmail.ac.uk/files/JCIEL-7-99 MLE-final.rtf]. Suffice to say here that organisational issues present rather more of a barrier to implementing an MLE (Enterprise) than do the technical issues and  that thorough analysis of the business needs of an institution should inform as to the use of any bespoke extensions.
Document definition

The format of the XML used in exchanges is determined by a document definition, known as a dtd, which is critical. There should not have been any problem in using the appropriate dtd as it was agreeed among project partners from the outset to use the specification (v1.01) document set which includes the dtd as part of the XML Binding Specification. However, the following errors have served to complicate matters. The said dtd bears the title of a dtd used in a previous specification. The associated sample xml file is inconsistent with this and the dtd itself contains errors, though these can be easily identified and corrected. Further, two other, different dtds were (are?) presented on the IMS website relating to Enterprise under the heading "IMS XML Bindings, DTDs, and Examples" (see also ref COSE IMS briefs: Which dtd). 

From the resulting confusion there and debate, as far as could be ascertained through communications with other VLE and MIS vendors, it was determined that the dtd contained in the specification (v1.01) document set was the one which the developer community was using. Despite the specification having been published some two years ago, there is no notice of these errors and inconsistencies through the developers’ forum, and it is assumed that others have made same corrections to the dtd as CO3 project partners have. 

Clearly, the situation is not satisfactory, and could present problems particularly for people new to IMS attempting to implement the specification for the first time. Particularly, one of the the dtds available at the web site, the most recent, was published c. September 2001, with lower case element names, in line with W3C recommendations. It cannot be helpful to ‘update’ a dtd retrospectively in this way, though perhaps the assumption is made that exchange profiles are always made in any attempted interoperation, and that even where dtds use a different case for element names it would not be difficult to translate, or update to use the new form (assuming this is the only difference in the dtds(!)). It is hoped that presentation of documents and web site will be improved further to feedback from CO3.

Unique Identifiers  [ / SourcedId]
It is a requirement of the specification that when a data object such as a group or person, in the form of an xml element, is passed between systems, the data object is associated with a permanently unique identifier. There are a number of implications to this, as follows.

The unique identifier is labelled as the id element of the data object’s compound sourcedid element, where the source element specifies where the id was generated [this itself should be, but is not required to be, unique, but how the source label itself is assigned as unique is another matter and another issue. For each instance of  Colloquia, source data is associated with the owners email address, for each instance of  COSE source data is associated with a unique system identifier].

First, the id can be taken either as being institutionally unique or system unique. Where there are multiple systems interoperating, and particularly when these would not share an institutionally unique id, as in cross enterprise exchanges, there would have to be a mapping between multiple ids to ensure data is not duplicated under different identifiers in those exchanges. The specification deals with exchanges within an organisation, and allows for a single sourcedid per data object, but CO3 exchanges are cross enterprise, as would be exchanges between a university and associated regional FE colleges, and other institutions as lifelong learning is introduced. 

In respect of VLEs, and for those users that were not batch enrolled from an MIS system, it could not be expected that a VLE generates permanently unique identifiers for it’s users or groups, so the VLE might well have to be modified  to provide a mapping of temporary ids and permanently unique ids. This has been the case with COSE, for example.

In general then the permanent uniqueness of ids in current use has to be assessed to determine their suitability for use, whether this be for interoperating VLEs or for different components of an MLE, and if necessary a mappings made between ids.  

There is an associated problem in that an id may be overloaded i.e. carry implications in it's use wider than it’s immediate or apparent value. For example, usernames in COSE are often overloaded in terms of email addresses. In mapping to a permanently unique id, such overloaded information would be lost, and have to be related in other terms. 

In terms of trust, this means that in any exchange protocol established between partners, the data is trusted to be authentic and that checks have been made e.g. as to the absolute identity of users to prevent duplication. [It’s clear that such trust relationships between partners is more easily established in a conservative view of interoperation than otherwise].

[CO3 partners have found that there is a potential implementation issue in terms of system load associated with generating internal identifiers for imported data objects, particularly in bulk transfers, as references are mapped and need to be checked for uniqueness.] 

[See also IMS Handbook available from the IMS web site “IMS Persistent, Location Independent Resource Identifier Implementation Handbook”]

Roles
The specification proposes in a non-normative way a variety of roles which might be assigned to members of group. There are real problems with this in a VLE, as such roles cannot necessarily be easily mapped against the real functionality of any particular VLE, nor in putative transfer of members from one VLE to another, each role in any context having definite properties in terms of read or write permissions to data files, and other functionality.

Another problem to consider related to this is if / when data transfers relate to the role of tutor [or in fact any role other than learner]. MIS systems might hold data relating to student records (role = learner) but would not necessarily contain data such as course schedule information assigning particular staff members to any given course module or class (role = tutor).  

Notwithstanding,, it has been possible in CO3 at least for certain roles be negotiated and mapped prior to exchange, and for that exchange to be useful. It is also possible to define roles in one VLE which are not supportable as such in another, but which can be mapped. Thus the role of member in Coloquia can be mapped to the role of learner in COSE and CoMentor. 

Groups, Relationship and Group Type
There are several issues associated with the group element. Problems were identified through the associated with the vocabulary and usage in describing groups. While implemetation of nested groups was not attempted in COSE to date, [at least some of] the following observations were made by partners at Bangor.  

Groups

There are a number sub-elements associated with group and there can be problems associated with the semantics of these as used by different vendors or organisations.

Most obvious of these is grouptype, discussed below . The description element (short form) it seems is often used to convey group (e.g. course or module) codes.  The organisation element can have multiple references to a ‘sponsoring or administrative’ unit associated with the group, and there is an issue associated with the granularity of groups i.e. should there be some limit on the degree of nesting allowed.

Group and Relationship

Amongst other things, while it is possible to assign groups as members of another group using the idtype element (mandatory), it seems the proper way to convey the idea of nested groups is by means of the group relation attribute of relationship (optional). Also, 

‘There are contradictory statements describing the use of Group and Relationship elements in the specification documents. The following sections make clear how these should be interpreted.

Relation should be read as “(this) Group . (has) Relation . Related group”. That is, if the Group object is “Marketing Division”, the related group is “Northwest Region”, and the relation value is “2” (child), then the structural relationship is “Marketing Division has child Northwest Region”.

Relation = “1” (parent)
read: 

this_group Has_Parent related_group (OR related_group Is_Parent_Of this_group)

Relation = “2” (child)
read: 

this_group Has_Child related_group (OR related_group Is_Child_Of this_group)

Another point regarding Groups and Relationships is that the use of the relation attribute allows the tree data structure to be reversed which is out of the spirit of a data format such as XML. ‘

We take ‘allows the tree data structure to be reversed’ as meaning that it is possible to specify circular / non hierachical relationships

Group Type
The definition given for grouptype in the XML Binding document states

“This element provides a structure that allows a Group to be categorized into one or more coding schemes, with any number of levels supported within each scheme.”

This could be useful then in passing group data in different contexts according to the business needs of college or institution. So, there are many ways in which grouptype could be designated. For example, a grouptype might be designated functionally, e.g. as being passed for the purpose of recording attendance, for audit or for authentication; or it might be designated descriptively e.g. as being temporary [members of the group may be external or visiting and not formally enrolled at the institution], or in other ways.  A group may have multiple groupytpes.  

The problem is that such coding schemes don’t exist, at least as far as the UK is concerned. Moreover, there seems at most institutions no proper analysis of business needs which is exacerbated in a climate of rapid change. Interpretation of the meaning of grouptype may present the same sort of semantic problems as may be encountered using extensions (see below).

Type
The definition for the properties.type element in the XML Binding document is given as
“.. describes the type of event that caused the source system to generate the data objects. ..A standard set of codes must be agreed upon for any specific implementation.”
Co3 partners agreed to use values corresponding to the processes / data flows of principal concern ("batch enrolment",  "return results") but this was late in the project timeline, and it is not clear whether these were actually used. This is an example of the ambiguity in what it might mean to process a data object (see below). One would expect that if the type value were anything other than agreed values the associated data objects would not get processed.

The point here is that this is again a matter for negotiation between partners of interopeerating systems.

Recstatus
It was noted that it would be necessary / useful to give some clarification on the use of  the recstatus attribute associated with data objects, used to specify whether the object be added, updated or deleted. The interpretation made by CO3 partners was that data should only be added, updated or deleted when flagged by recstatus and not by ommission. For example, data edits are 'by inclusion' in the data file only.

Extensions

Though no particularly wide use of extensions was made between CO3 partners (only Bangor used any), this is an important consideration. The specification is flexible in allowing for extensions, which is both a strength and a weakness. Extensions can be used to tailor systems according to particular business needs and otherwise expand the functionality or utility of data exchamges. The bigger vendors commonly use these, and extensions used in common across the industry may in due course be incorporated into future releases of the specification as part of the specification development process e.g. inclusion of authentication elements in v1.1. On the other hand, as the specification itself makes clear, while extensions are proprietory, they compromise the goal of interoperability, as described below.  

Conformance

There are serious issues / problems associated with the specification conformance statements [Specification Best Practice Guide], extracts of which are quoted below.

…

Source Application Conformance

An application that acts as a source for one or more data objects conforms to the IMS Enterprise Information Model if it satisfies the following requirement:

1. A conforming source application must be able to write an instance of the mandatory elements of the packaging and control data object, and one or more of the person data object, group data object, or group membership object.

2. The ability to write optional elements is desirable, but is not required.

Target Application Conformance

An application that acts as a target for one or more data objects conforms to the IMS Enterprise Information Model if it satisfies the following requirement:

1. A conforming target application must be able to read, process, and store an instance of the mandatory elements of the packaging and control data object, and one or more of the person data object, group data object, or group membership object.

2. Optional element reading, processing, storage, and persistence is desirable, but is not required.

3. Extension element reading, processing, storage, and persistence is not required.

…
There are four points to be made here, relating to target conformance. First, there is considerable lassitude in saying that a target application must ‘process’ data objects [elements of the xml transfer], so that it is very difficult to know what different vendors might mean when claiming target conformance. [The same matter is discussed in the briefs on the Metadata and Content Packaging specification (!)]. Second, there is no requirement to ‘process’ extension elements. Much of the functionality in an exchange could be embedded in extensions, but extensions may be in large measure proprietorial. Since there is no requirement to process extensions, the goal of interoperability is compromised. Third, there is no requirement to even to process optional elements, so the same argument re interoperability applies here. Fourthly, which may seem a minor point, in expressing that instances of data objects be stored, it is not clear that whether the xml file itself should be stored, which could place a heavy load on the target system. In fact this is not what is meant and there is no requirement to store the xml file, so this idea could be better expressed.
Use of Profile spreadsheets to determine Interoperability intersect between systems

From the issues discussed above, it can be seen that testing for interoperability between systems is a non-trivial task. Even where extensions are not used, the specifications allow for different interpretations and implementations by vendors and developers of different systems.    

Coutesy of CETIS, a means of better specifying interoperability was produced using system profile spreadsheets (ref. ims_briefs – what interoperability tables might mean / interoperability profilers).  As part of the JCIEL programme a virtual plugfest was held whereby vendors and system developers were invited to submit profile spreadsheets and enterprise xml files to determine the interoperability intersect (where the profiles overlap) pairwise between interoperating systems engaged in the programme. COSE participated in association with Microcompass as part of the SURF pilot study, but the results from using this initiative were not disseminated in individual project reports, though they are referenced in the MLESG Technical report for the programme. This was because the profiling tools became available late in the project timeline. For the same reason, these profiles were not produced between CO3 partners. 

One matter arising from use of the profiling spreadsheets is the pressure to expand the interoperability intersect by replicating data between systems. Systems might be marketed partly in consideration of the interoperability footprint. Customers can be persuaded to purchase systems on the basis of a tick list, and a wider footprint, though it is not efficient or desirable to do this replication. It may be more advantageous to maintain a narrow footprint which can interoperate with a greater number of other systems.   

Another matter relates to the rather mixed success of the virtual plugfest. Several vendors did not make submissions despite making a previous commitment to do so. That is not to make a criticism of them but to make the point that to claim interoperability requires transparency. One can only claim interoperability with identifiable partner systems; the more partners the stronger the claim.  Even if a system conforms according to some conformance level of some particular specification, this is no guarantee of interoperability, as conformance statements are so weak.

It is interesting to note that conformance statements and the test for transparency are much stronger in the new v1.1 Enterprise specification and something like the profile spreadsheets discussed above have been formally adopted. 

[It is the intention of the COSE partner to implement the improved v1.1 based on the experience of working with 1.01, since this: 

provides for stronger (but flexible) conformance statements; 

provides for added functionality; provides for backwards compatibility with 1.01 (supposedly, though this should be considered in light of arguments relating to interpretation, semantics and negotiation between patners of interoperating systems); 

provides for use of  XML Schema and use of LIP data; 

is better presented and has fewer errors in terms of documentation].

FinalResult

One of the principal data flows identified for implementation was the return of results from a VLE to an MIS. The finalresult sub-element of member.role is a container that allows the return of ‘results’ but the nature of these results can be quite diverse. It can, be used to record attendance, for example, or for audit, and different codes can be specified to return results in terms of grades, percentages, pass/fail, lists and otherwise. A description can be included to inform as to the nature of the result.

Clearly developers of  interoperating systems would have to negotiate the meaning of result codes and values passed. For COSE and Staffordshire University’s MIS this involved research into award structures [principally]. Course modules an use different assessment sets made up of different components, with different weightings given to a particular component. For example, a module might include an exam and coursework element each of which might contribute equally to the final result for a particular module. Degree level awards depend on credits attained through modules. The University MIS team made available to the project team an internal document entitled "Student Information System Assessment Management " describing these matters in detail. A different set of criteria will apply at other institutions which highlights the need for analysis of business processes. 

[This relates also to granularity of groups. Though groups and sub-groups can be set up in COSE independently, groups based on modules are batch enrolled through the MIS.] 

Stepping back to view the bigger picture for a moment, other ‘results’ might better be returned by other means. It may be, as identified in the SURF pilot study, and this is relevant also for Enterprise v.1.1, that student profile data is returned, for which LIP might be more suitable. So LIP, Enterprise or a combination of these might be used (see also "Three versions of IMS Enterprise/LIP mapping" distributed through jisc-interoperability list, September '01).

Though the term finalresult is used in the specification, it can be seen from the discussion on assessment sets that a result returned from a VLE might represent only a partial result with other components such as essays, exams, practical work contributing to the actual ‘final result’. Such results as were returned to the MIS would [likely] have to be verified in audit. For the purpose of this study, as will probably be the case in practice, data returned to an MIS system from a VLE would likely be posited to a holding area. 

Return of results to a holding area

Not surprisingly, there is a particular attitude shared between the University MIS team, the vendors and college database managers, reflecting the fact that only trusted data be held in the database proper: in fact, they have there own vocabulary relating to this feature, referring to said holding area as a demilitarised zone (DMZ). The DMZ applies generally, not just to data flows targeted in this project 

‘Ownership’ of data   

[Note a separate issue is described in the same terms – data ownership - in MLESG Report]

When data is being exchanged between the partner VLE systems, and between a VLE and an associated MIS,  the question of data ownership arises. This has been mentioned before and discussions between partners included which component in an interoperating system should be considered the master and which the slave. Handling the ownership of the data and data privacy are outside of the scope of the Enterprise specification but agreement is required between systems developers.

In general it has been discussed that ownership of data in terms of systems should reside with the system that is the source of that information, but it is anticipated that situations will arise where discrepancies between records will need to be resolved. This relates to the point made above in respect of data dumps from a VLE to some ‘safe’ area of the MIS (referred to by some vendors, as the DMZ – demilitarised zone).

Other matters for consideration
In collaborating with project partners, a number of other matters have come to light which are worth mentioning.  

In  exchanging  data files, and particularly considering import of data to the VLE, it is likely that data would need to be reformatted appropriate to the look and feel of the environment. For example, a users name in a given VLE may be presented in lower case with the first letters of the name capitalised; imported data may use all  cpaitalised letters in the name. Again, initials may be followed by a period or not. 

A related issue is formatting of unique ids which may contain separators  (e.g. /, _, ~, #, \) or whitespace as part of the string: this can be problematic in processing system files holding such data where such separators are routinely used otherwise. It would be conveneient if there were some formatting rules and reserved characters specified for use in identifiers.

Data is exchanged using xml files but there is no convention for the naming of such files which would have to be agreed among partners. Also in relation to xml exchange, though this has become a well established technology generally, it would seem that files are often exchanged without prior validation against the relevant dtd. Often this means data received is not well formed, invalid or may contain data without escaping entity references (&, <, >).

Finally, as might be expected, the quality of data from MIS and other generated xml files has caused problems in several instances, though these may be 'teething problems' in a new implementation. Data objects referenced in the exchange file are sometimes missing and in other cases are duplicated. This should be considered when building in error messaging and exception handling. 

