3.2.1 Metadata
The IMS Learning Resource Metadata specifications (simply, Metadata specifications) are concerned with the labelling of educational resources in a consistent and systematic manner. In the context of IMS it is implicit that particular consideration is given to resources that would be web based and metadata could be associated with such content packaged according to the Content Packaging specifications, but that is by no means not to exclude other kinds of ‘learning object’., including traditional resources such as books. Indeed, the specifications have been developed in supporting, and being supported by, other standards bodies and in particular IEEE LTSC. Notwithstanding technical matters in considering development of and bindings to a particular information model, descriptors and vocabularies, the concept of using metadata (“data about data”) simply relates to the labelling of resources. The analogy is given of the label on a can or an index card in a library catalogue; perhaps the most important thing is to remember, especially in communicating with those inexperienced in the use of metadata, is how very important metadata is in locating and assessing the suitability of a particular resource (learning resource, book or can). 

The term specifications is used in the plural to refer to the different versions of the Metada specification. Each version of the specification consists of a document set consisting of three documents describing an Information Model, a Best Practice and Implementation Guide and an XML Binding; there are usually exemplars and xml control documents provided also. It was agreed initially between CO3 partners that the version 1.1 specification be used, but as will be explained, the work has progressed somewhat toward using version 1.2 and it is interesting to discuss the relation between different versions of the specification in any case.   

There are two basic aspects of the specification to consider, both of which apply in the context of CO3. These are in the labelling of content in the context of resource or content generation and in searching for content using those labels. In other words, metadata tagging and metadata searching. There are conformance statements which relate to these aspects, under the headings of instance conformance and application conformance, respectively. The assertion was made earlier (ref Section 1.1.x  IMS specifications) that there is a sense in which IMS specifications can be thought of as being incomplete, and in respect of applying the metadata specification there is justification for this, considering specification conformance statements, only partly depending on how these are interpreted. It is rather unsatisfactory that so much of the specifications should be concerned with technical details without making explicit requirements which would be necessary in achieving the specifications aims. This is also true in other areas of the specification which in various places offer guidance, suggestions and non-normative reference documents whereas one would expect stronger, definite or exact requirements. These matters are discussed further elsewhere (ref  Section  Issues). 

The specifications describe meta-data elements based upon the Learning Object Meta-data (LOM) work done within the IEEE Learning Technology Standards Committee - LTSC. The IEEE LOM Base Document (Version 3.5) defines a set of meta-data elements including element names and numbers, definitions, datatypes, and field length and a conceptual (hierarchical) structure for the meta-data, intended to support consistent definition of meta-data elements across multiple implementations, but does not specify how to represent metadata in a machine-readable format, necessary for exchanging meta-data. The IMS developed a representation of the metadata in XML and surveyed its member institutions around the world to identify  the most important (core) elements among the many defined in IEEE LOM v. 3.5  to simplify initial implementation efforts. Consequently, versions 1.0 (August 1999) and 1.1 (June 2000) define 19 elements as ‘Core’ and the other 67 as ‘Standard Extension Library’ elements.  These versions of the specification are very similar to each other, the principal changes being that version 1.1 actually includes, where version 1.0 merely references, the IEEE LOM Version 3.5 Base Scheme Tables, and the xml element names of the XML representation were changed to lower case in version 1.1.  

The version 1.2 specification (May 2001) is similar again but there are significant differences in respect of earlier versions. Most significantly, application conformance statements were revised so that a conforming application was required to “process” all LOM elements. The distinction between the use of  Core and Standard Extension Library elements was deemed no longer useful, the XML Schema Definition Language was introduced as alternative to using DTDs in XML definition and validation, IEEE LOM was updated to the draft version 6.1 and  the document set as a whole expanded including helpful sections elaborating on element definitions, taxonomies, vocabularies, mappings etc.. Significantly, too, an appendix was included for describing IMS metadata in RDF (ref http://www.w3c.org/RDF/). Being quite different from earlier specification versions in terms of conformance, and as this version was not the focus for project implementation as planned, detailed consideration of this specification is somewhat out of scope except as it bears on implementation of the Content Packaging specification. There are many aspects in common with the earlier versions however that are outlined below. 

Attempting to apply the specification requires a thorough familiarity with document set, an awareness of associated issues through reading reports such as this, and which may not be documented otherwise, and a common interpretation of the specification with other partners. Other partners might mean anybody in receipt of metadata files or content packages containing metadata files whether they be managers of a digital repository, VLE or content development tool. While this implies some sort of relationship, this might be quite loose; for example, a digital repository would contain content and metadata from disparate sources. The point being that to achieve interoperability, one must adhere to an effective specification tested  transparently in it’s various implementations.
Whether the specification is effective will be discussed shortly. In respect of it being tested transparently in it’s various implementations, the importance of testing can’t be stressed too much. IMS Conformance is no guarantee of interoperability; version 1.0 and 1.1 application conformance statements seem quite ineffectual, while version 1.2 application conformance requirements would seem too stringent, and the final release of this version was available only in the last year. Considering also the lack of any conformance testing, it should be judged that as far as applications are interoperable in respect of metadata, that this has been achieved independently of conformance requirements. It is hard to assess how far content development tools, VLEs and digital repositories are metadata interoperable; this was not within the remit the project, though anecdotally it would seem the UK experience lags some way behind that in the US, through the SCORM initiative, for example. It should now be possible to test metadata interoperability, as metadata should be included in content packages produced according to the IMS Content Packaging specification, and content packages are starting to be exchanged between implementations. At least some of the major VLE vendors (WebCT and Blackboard, for example) are using this specification, so it should be possible to make some assessment of metadata instance conformance (even if there are proprietorial modifications in terms of content runtime behaviour). Also the CETIS Educational Content SIG recently commissioned a report (ref http://www.cetis.ac.uk/members/educational_content/pkg/ec-sig3.doc) into content packaging tools which informs on metadata instance conformance, at least in some measure. At the same time, at a recent conference one of the major vendors admitted that there was no capability in their product for searching on IMS metadata. 

All versions of the specification are quite easily readable, which is not to say that they do not pose issues, though these are not necessarily described as such.  They also reflect the fact that each version builds on previous iterations in the specification development process. Version 1.2 documents are well presented, though in addressing wider aspects of the specification it is a little less easily digestible. For those new to this area, one could  criticize, particularly, earlier versions in terms that, unfortunately, one has come to expect in general in using IMS specifications. There are problems in that important ideas are poorly expressed or glossed over e.g. conformance statements, in poor presentation (no inclusion of IEEE LOM Version 3.5 Base Scheme Tables in version 1.0, nor of xml control documents in versions 1.0 and 1.1, for example), and in that there are errors in schema and other sample documents (ref http://www.imsproject.org/content/packaging/cpv1p1p3/imsschemaupdates.html). On top of this are the known problems relating to lack of conformance testing and lack of backwards compatibility, even through point releases. These problems are due in part to pressures in the timely production of  specifications and working at bleeding edge technologies, and not to say that the specification is not usable.

Considering the matter as to whether the specification is effective, that is, whether in following it’s recommendations it can be made to work in practice, there is ample evidence to suggest that it is. Metadata toolkits have been available for some time (ref http://www.imsproject.org/tools/) and, notwithstanding the problems in conformance, a variety of implementations now make use of some version of the specification to a greater or lesser extent. This is not really surprising in respect of instance conformance since that is really just about using tags as placeholders for particular metadata values. The specification may be less effective in terms of application conformance, but only for the reason that it is not so easy to construct a search engine as it is a user interface for collection of metadata; the suppposition that there are fewer application conformant implementations around is not to say that the specification can be or is not effective. 

Moving on from this overview, a brief description is given of principal elements. The XML Binding documents describe how the Information Model containing the IEEE LOM Base Scheme Tables can be instantiated in XML which is well suited for representing hierarchical models through elements and their sub-elements. It is not the place to describe all of the elements here, but certain terminology used in referring to elements and what they represent is explained, focussing on Core elements (ref Appendix item - IMS Core Meta-data Elements and Structure). The element numbers given in the IEEE LOM Version 3.5 Base Scheme Tables are helpful in understanding the metadata hierarchical structure and are given bracketed below.

Under the root element (<RECORD> in version 1.0, <record> in version 1.1 and <lom> in version 1.2, though in subsequent discussion elements will be referenced using lower case and without angled brackets), the main elements have the names general  (1), lifecycle (2), metametadata (3), technical (4), educational (5), rights (6), relation (7), annotation (8) and classification (9). Sub-elements under educational, relation and annotation do not feature as Core elements. Elements can be described in terms of the xml hierarchy using a dot separated notation e.g. the title (1.2) element can be referenced as general.title, this notation being useful because sub-elements may occur under more than one of the main top level elements. 

General elements can be used to describe a resource in terms of title, description, keywords, catalogue numbers etc.. Lifecycle elements can be used to describe contributors in production of content such as author(s), publisher etc.. and any version number assigned to a resource. Metametadata elements describe the metadatascheme(s) adopted  e.g. IEEE LOM-1.0, and a language code indicating the language the metadata is written in and used as the default throughout the metadata description, amongst other things. Technical elements can describe the format of the resource (format type determining how resource can be accessed), instalationremarks, requirements and otherplatformrequirements. Educational elements can describe learningresouircetype (exercise, exam, narrative text , MCQ test etc..), learningcontext (secondary education, university, vocational), typicalagerange, and description, for comments as to how the resource should be used. Rights elements specify whether there is any financial cost associated with using the resource, and whether any copyrightandotherrestrictions apply. Relation elements can be used to specify how a particular resource might be related (is part of, requires, references) to another. Classification elements can describe a resource property classified for a particular purpose such as subject discipline, educational level, accessibility level according to some specified scheme, along with description of the property and keywords; an example would be classification by discipline according to the Dewey Decimal classification system. 

In terms of CO3, partners have been engaged in learning how the specification is used and how far implementation possible, with the aim that the experience would be of benefit generally through being disseminated and so shared with the wider community in the sector. The reader will be able to gage something of how well the specification was designed and presented, and how particular requirements of a CO3 partners were accomodated. Familiarity with issues and actual implementation at different levels help in deciding whether to migrate to new, more powerful specifications which might better serve the needs of the community as specifications mature.   

In terms of the project work plan and the main tasks described therein, application of the metadata specification does not feature prominently except in association with the implementation of the content packaging specification. In retrospect this could have been a valuable strand in the project and perhaps given a higher priority, though individual project partners will be continuing with this work anyway, particularly in relation to achieving application conformance.

Issues – Metadata specification

Mention has been made above that there are significant problem issues or challenges in implementation relating to the specification. Among these, the list which follows outlines the most important.

1. inadequacy of conformance statements. 

The intention behind the specifications is that the metadata describing a resource should be searchable. This rationale is undermined though in the conformance statements. Instance and application conformance statements relate to metadata tagging and metadata searching. In respect of instance conformance, the first requirement, applying to all versions of the specification, is that a metadata instance contain at least one LOM element. If only one LOM element were used, this might be useful; a particular application might inform users that resources were searchable using some commonly used search criterion e.g. use of a keyword. It seems though, that setting conformance criterion so loosely is selling the idea of interoperability rather cheaply.

This situation is reinforced by application conformance statements. The first requirement, applying to all versions of the specification, relates to processing of elements. What does it mean then to "process" an element? It could mean that that the data contained by an element be stored, displayed in association with a resource or that one should be able to search for resources based on that element. Ideally an application would do all three of these things, but the use of  "process" is hardly adequate in describing that. 

Further, as in the context of instance conformance, version 1.0 and 1.1 application conformance statements are rather loose in their scope, requiring only that one or more element be processed. In contrast, version 1.2 application conformance requires processing of all LOM elements. so implementations of earlier specifications would not be conformant, but the main point is that, considering the multiplicity of elements allowed in the 1.2 specification, and the much greater number of elements outside the Core, conformance would place a much too heavy load for most applications to bear. From the specification documents themselves, IMS are clearly conscious of this issue, and it is quite strange that the distinction between Core and SEL elements was ditched in version 1.2. 
** (see also, issues in respect of content packaging)..

2. design: what elements to include

The first question to be addressed in any implementation is what elements should be included (see also specification Best Practice and Implementation Guide – ‘IMS Implementation Guide - Planning’). The idea of Core elements mentioned above would appear to be an good solution, but version 1.2 dropped the distinction between Core and SEL elements, without any proper justification. While instance conformance does not rely on use of any more than one element (!), application conformance requires all elements to be ‘processed’. The specification itself asserts that metadata elements must be easy to identify and use and that useful and useable metadata elements ‘provide the foundation for a vigorous market in learning resources.’ The Core elements are relatively easy to use but this is by no means true of all the other elements.  Which element set to use might depend on the customer base for any particular application, where particular metadata elements might be relevant but not others (see also vocabularies and taxonomies below). Generally though it might be that implementations would be customisable in addressing the widest audience. 

3. allowed values for elements 

The next question one has to ask would be what values are appropriate to those elements that have been chosen for a particular implementation. In discussing this, the focus here will be on the core elements, as these are sufficient to relate the kind of issues one would encounter in implemenatation and for end users of systems applying the specification. Elements are described in the IEEE LOM Base Scheme according to a hierachical framework in terms of number and element name, an explanation of what the element the is, it’s multiplicity (how many times the element, holding different values, is allowed to occur within the element hierarchy), it’s domain (range of allowed values, where appropriate), type (e.g. numerical, string, date and field length) and other notes and examples of how used. Remembering that core elements were identified by survey as being most useful among all the LOM elements, even these would not necessarily be readily understandable to end users. Clearly, elements describing a resource such as title (1.2) and author (2.3.1) are straightforward, but what values would a naïve user expect as descriptors for catalogue (1.3.1) or catalogue entry (1.3.2), for metadatascheme (3.4), format (4.1) or purpose (9.1.1)? 

There are many more elements in the Standard Extension Library where users would hardly recognise the significance of an element from it’s name, might struggle in it’s definition and would have no idea about what permitted values where appropriate. The end user might be merely browsing metadata for a resource, attempting to search using metadata or labelling a newly created resource, tasks which require progressively more knowledge of metadata and how it is used. Simplifying such tasks is partly this is a problem of presentation: it is not necessary to present hierarchical aspects of the specification, for example. In labelling a resource, values might supplied as by default for certain elements but this might not be appropriate in other use cases.

The use of selectable items from a drop down lists in the user interface would also help in labelling, but rather assumes a familiarity with the range of selectable values. Such lists would be based on domain values, but these are given only for a small subset of elements where appropriate, and values can be drawn from closed or open vocabularies or merely ‘best practice’ lists. Associated with vocabularies, are taxonomies, as used in the multi-level classification of subject fields (or discipline). The problem of what values would be appropriate for a particular element  then becomes a problem of which vocabularies or taxonomies to use. 

4. vocabularies and taxonomies
The specification Best Practice and Implementation Guide includes a Taxonomy and Vocabulary Guide including a survey of such. From the conclusions and recommendations made there the idea of taxonomy services is posited that “..could help users learn about available vocabulary alternatives and select ones appropriate to their meta-data needs”. Version 2.0 of the specification provides a tighter definition of some vocabularies with source and value as sub-elements of those elements with the Vocabulary datatype.

[PackageIt allows for specification version extensibility and alternative element vocabularies via its inbuilt dynamic DTD/Vocabulary mapping system]
5. ease of use and understandability

Leading on from the points made above, it can be seen then that even with a small range of core metadata then, some sort of user guide or on-line help would be necessary and depending on how implementors applied the specification they would have to communicate quite extensively element deifinitions and metadata knowledge, drawn from IEEE and other standards bodies, various metadata communities and interest groups. (Mappings are provided in the specification between other commonly used metadata systems such as Dubin Core). It is clear that from  the specification Best Practice and Implementation Guide that use of all metadata elements defined by the specification would be unwieldy. This would be contrary to the principle of ease of use and it is not credible that users would be able or prepared to spend so much time applying metadata to resources.

6. multiplicity

The problem is reinforced in considering the matter of multiplicity. Taking just the core elements as an example once again, the sum of the maximum multiplicity for the 19 elements is  c. 400 in versions 1.0 and 1.1, whereas in version 2.0 the figure is well over 1000; the allowed multiplicity for entities (2.3.2) and role (2.3) accounting for most of these numbers. Even without taking field length for the elements into account, one can appreciate this is rather excessive for any system on a per resource basis, albeit it is unlikely that the allowed multiplicity were ever used    

7. vCard

Mention of entities (entity elements describe people contributing to the design, production, publication, tagging etc.. of a resource) raises another issue.  The domain value of entity refers to use of the vcard specification (ref http://www.imc.org/pdi). Advice from the specification (more explictitly in version 1.0) suggets that values contained by the vcard element can be treated as text but the caveat is supplied that this advice is not intended as a complete description of the vCard coding; but rather is intended to provide some guidelines for simple cases and that it is up to metadata implementers to individually determine how they will process vCard information

8. version compatibility

It should be noted that, though similar to each other, implementations of different versions of the specification have consequences in terms of interoperability. Somewhat contrary to IMS guidelines as they were, though they may have been revised now, the point changes in the release (of the specification) cannot really be considered minor, since the xml control documents have changed significantly between version 1.0 and 1.1 and between version 1.1 and 1.2. Hence version 1.0 implementations will not be compatible with version 1.1, nor will version 1.2 implementations be compatible with versions 1.1 (or 1.0). In addition   

the introduction of XML Schema in version 1.2 as an alternative to the use of dtds as a means of validation means that  even implementions using the same specification might not be interoperable depending on which type of validation they support, if not both.

9. extensions 

The specifications define an extension element as an optional element to accommodate proprietary requirements but discourages the use of such. The difficulty of allowing for proprietary extensions is that developers are completely on their own as to how best to handle them. 

[COSE uses extensions to define a proprietary learnngresourcetype for content packaging purposes but will likely dispense with use of such in future release, as this is no longer required]

10. XML technologies 

The inclusion of XML Schema in the most recent specifications was mentioned. One of the challenges in implementation is in keeping up to date with leading edge technologies. XSLT is another example, and looks like it could provide a solution to transforming xml documents according to different control documents. 

